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We prove that recognizer P systems with active membranes using polynomial space
characterize the complexity class PSPACE. This result holds for both confluent and
nonconfluent systems, and independently of the use of membrane division rules.
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1. Introduction
P systems with active membranes [2] are a variant of P systems where the membranes affect the applicability of rules during the computation. Furthermore, the
membranes can also grow exponentially in number, via division rules, allowing us
to solve computationally hard problems in polynomial time.
In this paper we prove that P systems with active membranes working in polynomial space solve exactly the problems in PSPACE, even when strong features
such as division rules and nonconfluence are used. The proof technique is based on
a variant of two previously published simulation algorithms [8, 9].
2. Preliminaries
We assume that the reader is familiar with basic terminology and results concerning
P systems with active membranes (see [3], chapters 11–12 for a survey).
Definition 1. A P system with active membranes of the initial degree d ≥ 1 is a
tuple Π = (Γ, Λ, µ, w1 , . . . , wd , R), where:
• Γ is a finite alphabet of symbols, also called objects;
• Λ is a finite set of labels for the membranes;
1
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• µ is a membrane structure (i.e., a rooted unordered tree) consisting of d
membranes enumerated by 1, . . . , d; furthermore, each membrane is labeled
by an element of Λ, not necessarily in a one-to-one way;
• w1 , . . . , wd are strings over Γ, describing the initial multisets of objects
placed in the d regions of µ;
• R is a finite set of rules, whose types are described below.
Each membrane possesses a further attribute, named polarization or electrical
charge, which is either neutral (represented by 0), positive (+) or negative (−)
and it is assumed to be initially neutral.
The rules are applied in a maximally parallel way, and the result is computed
bottom-up, i.e., before dividing or dissolving a membrane, the result of all the rules
inside it must have already been computed. By applying the rules this way, we move
from a configuration to the next in a series of computation steps (see [6]).
We can use families of P systems with active membranes as language recognizers,
thus allowing us to solve decision problems, as follows. A recognizer P system with
active membranes Π has an alphabet containing two distinguished objects yes and
no, used to signal acceptance and rejection respectively; every computation of Π is
halting and exactly one object among yes, no is sent out from the skin membrane
during each computation. In order to decide a language L ⊆ Σ? , we associate with
each input string x ∈ Σ? a recognizer P system Πx deciding the membership of
x in L [4]; the mapping x 7→ Πx is computed by a polynomial-time deterministic
Turing machine, and the family Π = {Πx : x ∈ Σ? } is said to be semi-uniform.
Instead, a family of P systems is uniform iff all strings x of the same length are
mapped into a single recognizer P system Π|x| , which then receives an input multiset
encoding the specific string x. A recognizer P system Πx is said to be confluent if all
of its computations agree on the result, and nonconfluent if this is not necessarily
true; in the latter case, we say that Πx accepts iff an accepting computation exists.
A family Π = {Πx : x ∈ Σ? } of P systems is said to operate within space
bound f : N → N iff, for each x ∈ Σ? , the sum of the number of membranes
and objects in each configuration of Πx does not exceed f (|x|). The polynomial
space complexity classes for P systems of type D (e.g., a restriction of P systems
[?]
with active membranes) are denoted by [N]PMCSPACED , where the optional
N denotes nonconfluence, and the optional ? semi-uniformity instead of uniformity. From the definitions, the inclusions PMCSPACED ⊆ NPMCSPACED
and PMCSPACE?D ⊆ NPMCSPACE?D follow immediately [5].
For further technical details, we refer the reader to [4, 5, 6].
3. Simulation algorithm
In this section we describe a simulation algorithm for arbitrary nonconfluent recognizer P systems Π with active membranes, running on a nondeterministic random
access machine N . We adopt Papadimitriou’s model of RAM [1], that is, we assume
that the arithmetic operations of addition and subtraction are carried out in con-
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stant time, while multiplication requires linear time with respect to the number of
bits. This model of RAM can be simulated by a nondeterministic Turing machine
with a polynomial slowdown and linear increase in space complexity.
The description of the simulated P system Π is given as input to the algorithm;
any reasonable encoding is admissible (e.g., with the membrane structure represented as a string of brackets), as long as the multisets are represented in unary.
The current configuration C of Π is stored explicitly by N : the membrane structure is represented by a rooted tree, and each node of the tree represents a membrane. Each node of the tree contains the following information: the label h ∈ Λ and
the charge α ∈ {−, 0, +} of the membrane, a description of the multiset of objects
contained in the region, and a list of children nodes, representing the membranes
immediately inside it.
As the representation of the multiset, we use a k-tuple of integers encoded in
binary, where in the i-th entry we store the multiplicity of the i-th object of the
alphabet (this requires fixing an arbitrary total ordering of the alphabet in advance).
The set of rules of Π can be represented by a list of records, each one containing
all the information required to apply the corresponding rule [8]; for instance, the
β
record for a communication rule [a]α
h → [ ]h b contains the label h of the membrane,
the initial and final charges α and β, and the names of the objects a and b.
The following is a high-level description of the simulation algorithm.
A For each rule in R, assign to it a nondeterministically chosen set of membranes and objects, to which the rule should be applied.
B Check if the assignment of membranes and objects to rules is indeed maximally parallel; if this is not the case, abort the simulation by rejecting.
C Apply the rules selected in step A, starting from the elementary membranes
and going up towards the skin membrane.
D If either yes or no were sent out from the skin membrane in step C, then
halt and accept or reject accordingly; otherwise, jump to step A.
Step A can be further split into sub-steps. The idea is to consider the rules of Π one
by one, and nondeterministically assign objects and membranes to it, but without
immediately applying them. The sub-steps of A can be described as follows.
A1 Let R0 be the set of currently unused rules; set R0 ← R.
A2 If R0 = ∅ then go to step B. Otherwise, pick a rule r ∈ R0 .
α
A3 If r = [a → w]α
h then, for each membrane of the form [ ]h , nondeterministically choose an amount k of copies of object a to be rewritten into w; this
amount can be anywhere from 0 to the multiplicity of a in that particular
membrane. Subtract k from the number of available copies of a in h.
β
α
A4 If r = a [ ]α
h → [b]h then, for each available membrane of the form [ ]h
having an available instance of a in the region immediately outside, nondeterministically choose whether to apply r and, in that case, assign those
particular instances of a and h to r making them unavailable.
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β
β
γ
α
α
A5 If r = [a]α
h → [ ]h b or r = [a]h → b or r = [a]h → [b]h [c]h then, for each
α
available membrane of the form [ ]h containing an available instance of a,
nondeterministically choose whether to apply r and, in that case, assign
those particular
instances of a and h to r making them unavailable.

 ε

−
− α
δ
δ β
ε γ
A6 If r = [ ]+
·
·
·
[
]+
h1
hk [ ]hk+1 · · · [ ]hn h → [ ]h1 · · · [ ]hk h [ ]hk+1 · · · [ ]hn h
then, for each available membrane of the form [ ]α
h containing the available
+
−
−
membranes [ ]+
,
.
.
.
,
[
]
,
[
]
,
.
.
.
[
]
and
possibly
some neutral availh1
hk
hk+1
hn
able membranes, nondeterministically choose whether to apply r or not; if
so, assign all the involved membranes to r making them unavailable.
A7 Set R0 ← R0 − {r} and go back to step A2 .

In step B we check whether the nondeterministic assignment of objects and membranes to rules is maximally parallel. We simply check, for each membrane and
object in the current configuration, if there exists a rule in R which is applicable to
available objects; if this is the case, we can deduce that parallelism is not maximal,
and abort the computation by rejecting (notice that adding rejecting computations
to a nondeterministic device does not change its accepting behavior).
In Step C we actually apply the chosen rules. We traverse the membrane structure in depth-first order and, while visiting each membrane, we perform the following
steps for each rule r associated with it in step A.
C1 For each r = [a → w]α
h , remove k instances of a, where k is the multiplicity
chosen for r in step A3 , and add k times the objects in w.
β
C2 For r = a [ ]α
h → [b]h remove an instance of a from the external region, add
an instance of b to the internal one, and change the charge to β.
β
C3 For r = [a]α
h → [ ]h b remove an instance of a from the internal region, add
an instance of b to the external region, and change the charge to β.
C4 For r = [a]α
h → b move all the objects from the internal region to the
external one, replacing an instance of a with b, then, remove the membrane
h from the current configuration; the children of h are adopted by its parent.
β
γ
C5 For r = [a]α
h → [b]h [c]h duplicate membrane h and its contents, replacing
an instance of a by one of b on one side, and by an instance of c on the
other; set the charges of the new membranes
γ
 δto β and
 respectively.
 ε


+
−
− α
δ β
ε γ
·
·
·
[
]
→
[
]
·
·
·
[
]
C6 For r = [ ]+
·
·
·
[
]
[
]
h1
hk h [ ]hk+1 · · · [ ]hn h
hn h
h1
hk hk+1
create a new instance of h, placing inside it all negative membranes
hk+1 , . . . , hn from the current membrane, and a deep copy of all neutral
membranes inside h (i.e., including the substructure having them as the
root, including its contents); finally, update the charges according to r.
Finally, step D can be easily implemented by keeping a Boolean flag, to be set when
a communication rule sending out yes or no from the skin is applied in step C.
The correctness of this simulation algorithm follows immediately from its description, since it is a straightforward implementation of the usual semantics of
P systems with active membranes. The only point worth highlighting is that the
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rejecting computations of step B, due to having chosen a non-maximal combination
of rules, do not influence the overall result of the simulating machine, which accepts
if and only if the simulated P system accepts.
Before analyzing the time and space required by the simulation algorithm, we
prove two auxiliary lemmata.
Lemma 2. Let Π be a nonconfluent P system with active membranes having a
description of length m. Then, the number of membranes in any configuration of Π
after t computation steps is bounded by 2tm+m log m .
Proof. Since the number of membranes that Π can generate depends on the shape
of the initial membrane structure, we begin by choosing a “worst-case membrane
structure” [7]. The initial number of membranes of Π is at most m; clearly, each
membrane structure of degree m, when viewed as a tree, is a subtree of the complete
m-ary tree Tm of depth m−1 (i.e., with m levels). Since this tree is uniform, that is,
the number of children of each node only depends on its depth, it can be represented
by a m-tuple of integers T (k0 , . . . , km−1 ) where ki denotes the number of nodes on
level i, and k0 is always 1, since the root is unique. Hence, the initial membrane
structure is contained in Tm = T (1, m, m2 , . . . , mm−2 , mm−1 ).
Now suppose that, during each computation step, every possible membrane divides; for the sake of simplicity, also assume that nonelementary division rules cause
the duplication of all the children (instead of separating positive and negative ones,
and only duplicating the neutral ones). We consider this scenario only for the sake
of finding an upper bound, since it cannot really occur in practice.
The result of the application of rules are computed in a bottom-up way: first
the elementary membranes divide, and the resulting “intermediate” membrane
structure is T (1, m, m2 , . . . , mm−2 , 2mm−1 ). Then, the membranes of depth m − 2
divide; this also causes another doubling of those having depth m − 1, giving
T (1, m, m2 , . . . , 2mm−2 , 22 mm−1 ). By repeating this process all the way to the level
below the root (which does not divide) we obtain a structure which is a subtree of
T (1, 2m, 22 m2 , . . . , 2m−2 mm−2 , 2m−1 mm−1 ), that is

T (2m)0 , (2m)1 , (2m)2 , . . . , (2m)m−2 , (2m)m−1
Notice how this tree can be obtained by replacing m with 2m in the initial tree
Tm : analogously, after another computation step we obtain the tree T22 m and, in
general, after t steps we obtain the tree T2t m . Since this tree has m levels, the
number of nodes is bounded by m times the number of leaves, i.e.,
(2t m)m−1 · m ≤ (2t m)m−1 · 2t m = (2t m)m = 2tm+m log m .
We also prove an upper bound on the number of objects.
Lemma 3. Let Π be a nonconfluent P system with active membranes having a
description of length m. Then, the number of objects in any configuration of Π after
2
t computation steps is bounded by 2O(t m log m) .
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Proof. The initial number of objects of Π, and in particular the initial number
contained inside each membrane, is bounded by the length m of the whole encoding.
The only way to increase this number, besides using membrane division, is to use
evolution rules. The right-hand side of each evolution rule [a → w]α
h contains at most
m objects (once again, because of the length of the encoding), hence the number of
objects after step i+1 is at most m times the amount of step i. If no communication
or dissolution rules are ever used, after t steps each membrane contains at most
2
mt+1 = 2(t+1) log m objects, for a total of 2tm+m log m · 2(t+1) log m = 2O(t m log m)
objects in the whole configuration (using Lemma 2). This upper bound also holds
when communication or dissolution rules are used, because these kinds of rules only
move the objects around without increasing their number.
We are now able to prove that the simulation is at most exponentially slower.
Theorem 4. Let Π be a nonconfluent P system with active membranes, running
in time T and having a description of length m. Then, the simulation algorithm
2
computes the same result as Π in time 2O(T m log m) .
Proof. We analyze the complexity of each step of the simulation algorithm, applied
during the simulation of step t of Π, beginning with the sub-steps of A.
• In step A1 we copy the set of rules in time O(m).
• Step A2 consists of checking if R0 is empty and going to step B, which
can be done in constant time; a nondeterministic choice of a rule involves
scanning the set R0 , which requires O(m) time.
• In A3 we traverse the whole membrane structure to find the membranes
of the form [ ]α
h ; for each of those (assume they all have this form for the
sake of argument) we choose a number of objects to be rewritten: this
requires a linear number of steps with respect to the number of bits used
to store the multiplicities of the objects, that is O(t2 m log m) by Lemma 3.
Since by Lemma 2 the number of membranes is at most 2tm+m log m , this
step requires a total time bounded by 2tm+m log m · O(t2 m log m), which is
2O(tm+m log m) .
• Steps A4 and A5 also require traversing the membrane structure, but checking whether a rule is applicable and choosing whether to actually apply it
only requires constant time. Hence these steps require time proportional to
the number of membranes, which is also bounded by 2O(tm+m log m) .
• While traversing the membrane structure in A6 , we need to inspect all the
children of the current membrane in order to establish whether the nonelementary division rule can be applied. The number of children is bounded
by 2tm+m log m ; thus, this step also requires 2O(tm+m log m) time.
• Finally, removing the selected rule from R0 and going back to A2 in step A7
requires at most O(m) time.
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The loop consisting of steps A2 –A7 is executed once for each of the O(m) rules;
hence, the total time required for executing step A (when simulating step t of Π)
is O(m) · 2O(tm+m log m) , which is still 2O(tm+m log m) .
The analysis for step B is very similar; the only difference is that we need
to iterate through the different kinds of object in order to establish whether an
evolution rule could be applied. However, this only adds a smaller term to the
exponent, and the time remains 2O(tm+m log m) .
The cost of the sub-steps of step C are computed as follows.
• In C1 we perform a number of multiplications bounded by the size O(m) of
the alphabet of Π, and the size of the operands is bounded by O(t2 m log m);
the total time is thus O(t2 m2 log m).
• Steps C2 and C3 only require constant time.
• In C4 we need to move all the objects of the dissolving membrane to its
parent: this requires O(m) constant-time additions. We also need to move
all its children, which are at most 2O(tm+m log m) .
• Step C5 requires us to create a new membrane and duplicate the contents
of the dividing one; duplicating the multiset requires O(m) time.
• Finally, in C6 we duplicate a whole substructure of membranes with its
contents. By Lemmata 2 and 3, the size of this structure is bounded by
2
2
2tm+m log m · 2O(t m log m) , which is 2O(t m log m) .
One step among C1 –C6 has to be executed for each membrane and each rule; since
the most expensive one is C6 , we can bound the total time required by step C by
2

O(m) · 2tm+m log m · 2O(t

m log m)

2

· 2O(t

m log m)

= 2O(t

2

m log m)

The last step of the simulation algorithm is D, and it requires only constant time.
This proves that executing steps A–D in order to simulate step t of Π requires
2
2O(t m log m) time, due to step D. Simulating all T steps of Π requires summing this
amount for 1 ≤ t ≤ T ; this sum is clearly bounded by T times the cost of the last
2
step, that is, by 2O(T m log m) time.
Nevertheless, the space required by the simulation is only polynomially larger.
Theorem 5. Let Π be a nonconfluent P system with active membranes, running
in space S and having a description of length m. Then, the simulation algorithm
computes the same result as Π using space O(S log m).
Proof. Explicitly storing the current configuration of Π as described above requires
at most the same space as Π (and much less in some cases, since we store the
multiplicity of objects in binary instead of unary). However, our simulation also
requires storing the labels of the membranes, which do not occupy space in Π. Since
Π initially contains at most m membranes, log m bits are sufficient to represent the
labels. Hence, the configuration of Π can be stored in space O(S log m).
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The auxiliary data structures needed by the simulation algorithm do not exceed
this amount of space: the largest one is a stack required to perform a depth-first
search of the membrane structure, and the number of items on the stack is bounded
by the depth of the structure.
The analysis of the simulation algorithm allows us to prove our main result.
Theorem 6. Let D be a class of P systems with active membranes using at least
[?]
communication rules. Then [N]PMCSPACED = PSPACE, where [N] denotes
optional nonconfluence, and [?] optional semi-uniformity.
Proof. The inclusion PSPACE ⊆ PMCSPACED is proved in [6]. The inclusion
NPMCSPACE?D ⊆ PSPACE is proved by first performing the polynomial-time
construction x 7→ Πx , then using the simulation algorithm on Πx : this requires
polynomial nondeterministic space by Theorem 5, which can be reduced to polynomial deterministic space by using Savitch’s theorem [1]. The remaining classes
mentioned above are located between PMCSPACED and NPMCSPACE?D .
4. Conclusions
We proved that P systems with active membranes can be simulated by Turing machines with only a polynomial increase in space complexity. By combining this result
with the ability of P systems to solve PSPACE-complete problems in polynomial
space, we obtained a characterization of PSPACE in terms of membrane systems.
An interesting research direction involves searching for analogous results for
P systems with active membranes working in logarithmic or exponential space.
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